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Disclaimer

Information in this document is subject to change without notice and does not represent a commitment on the part of SANtools, Inc. (SANtools). The software described in this document is furnished under a license agreement or nondisclosure agreement. The software may be used or copied only in accordance with the terms of the license agreement.

Copyright © 1999-2000 by SANtools, Inc. All Rights Reserved.

If this software and/or documentation is delivered to the Department of Defense (DOD) of the U.S. Government, it is delivered with Restricted Rights as follows:

Restricted Rights Legend

Use, duplication, or disclosure by the U.S. Government is subject to restrictions as set forth in subparagraph © (1) (ii) of the Rights in Technical Data and Computer Software clause at DFARS 252.227-7013. 

If this software and/or documentation is delivered to any unit or agency of the U.S. Government other than DOD, it is delivered with Restricted Rights and use, duplication or disclosure by the U.S. Government is subject to the restrictions as set forth in FAR 52.227-19(c)(2). If the software and/or documentation is delivered to NASA, it is delivered with Restricted Rights subject to the restrictions set forth in 18-52.227-86(d) of the NASA FAR Supplement. SANtools, Inc. is the contractor and is located at 3133 Freedom Lane, Plano, Texas 75025.

Notice of Confidentiality

dam software and the information contained in the dam distribution including, but not limited to, the ideas, concepts and know-how are proprietary, confidential and trade secret to SANtools. dam and the information contained therein shall be maintained as proprietary, confidential and trade secret to SANtools and shall not be copied or reproduced in any form whatsoever. dam and any information contained therein shall not be disclosed to anyone other than an authorized representative of the user’s employer who is contractually obligated not to disclose same, without the express written consent of SANtools. The user of dam and any information contained therein shall not attempt to discern SANtools' confidential and trade secret information and shall not reverse compile, disassemble, or otherwise reverse engineer dam and any information contained therein. Information in this document is subject to change without notice. No part of this document, in whole or in part, may be reproduced or transmitted in any form or by any means, electronic or mechanical, for any purpose, without the express written permission of SANtools. Every effort has been made to ensure the accuracy of this manual. However, SANtools makes no warranties of merchantability and fitness for a particular purpose. SANtools shall not be liable for any errors or for incidental or consequential damages in connection with the furnishing, performance, or use of this manual or software. 

SANtools does not guarantee the correctness or usefulness of the results obtained using dam. SANtools is not liable for any conclusions, actions, or data loss based on executing dam. It is the responsibility of the user to confirm the accuracy and usefulness of the results.

The software that accompanies this license (the "Software") is the property of SANtools and is protected by copyright law. While SANtools continues to own the Software, you will have certain rights to use the Software after your acceptance of this license. Your rights and obligations with respect to the use of this Software are as follows:

You may:

(1) use one copy of the Software on a single computer;

(2) make one copy of the Software for archival purposes, or copy the software onto the hard disk of your computer and retain the original for archival purposes;

(3) after written notice to SANtools, transfer the Software on a permanent basis to another person  or entity, provided that you retain no copies of the Software and the transferee agrees to the terms of this agreement.

You may not:

(1) copy the documentation which accompanies the Software;

(2) sublicense, rent or lease any portion of the Software;

(3) reverse engineer, decompile, disassemble, modify, translate, make any attempt to discover the source code of the Software, or create derivative works from the Software; or

(4) use a previous version or copy of the Software after you have received a disk replacement set or an upgraded version.

SANtools warrants that the media on which the Software is distributed will be free from defects for a period of sixty (60) days from the date of delivery of the Software to you. Your sole remedy in the event of a breach of this warranty will be that SANtools will, at its option, replace any defective media returned to SANtools within the warranty period or refund the money you paid for the Software. SANtools does not warrant that the Software will meet your requirements or that operation of the Software will be uninterrupted or that the Software will be error-free.

THE ABOVE WARRANTY IS EXCLUSIVE AND IN LIEU OF ALL OTHER WARRANTIES, WHETHER EXPRESS OR IMPLIED, INCLUDING THE IMPLIED WARRANTIES OR MERCHANTABILITY. THIS WARRANTY GIVES YOU SPECIFIC LEGAL RIGHTS. YOU MAY HAVE OTHER RIGHTS, WHICH VARY FROM STATE TO STATE.

REGARDLESS OF WHETHER ANY REMEMDY SET FORTH HEREIN FAILS OF ITS ESSENTIAL PURPOSE, IN NO EVENT WILL SANTOOLS BE LIABLE TO YOU FOR ANY SPECIAL, CONSEQUENTIAL, INDIRECT OR SIMILAR DAMAGES, INCLUDING ANY LOST PROFITS OR SIMILAR DAMAGES ARISING OUT OF THE USE OR INABILITY TO USE THE SOFTWARE EVEN IF SANTOOLS HAS BEEN ADVISED OF THE POSSIBILITY OF SUCH DAMAGES. 

SOME STATES DO NOT ALLOW THE LIMITATION OR EXCLUSION OF LIABILITY FOR INCIDENTAL OR CONSEQUENTIAL DAMAGES SO THE ABOVE LIMITATION OR EXCLUSION MAY NOT APPLY TO YOU.

IN NO CASE SHALL SANTOOLS’ LIABILITY EXCEED THE PURCHASE PRICE FOR THE SOFTWARE. THE DISCLAIMERS AND LIMITATIONS SET FORTH ABOVE WILL APPLY REGARDLESS OF WHETHER YOU ACCEPT THE SOFTWARE.

This Agreement will be governed by the laws of the State of Texas. 

UNIX is a registered trademark of UNIX System Laboratories, Inc.

SOLARIS is a registered trademark of Sun Microsystems, Inc.

Other product names mentioned in this manual may be trademarks or registered trademarks of their respective companies and are the sole property of their respective manufacturers.

DAM Manual – Revision 1.00 

SANtools, Inc.

3133 Freedom Lane

Plano, Texas 75025

Phone: (972) 618-2265

URL: www.SANtools.com
Email: sales@SANtools.com
Product Overview

Distributed Array Manager (DAM) is a HTML-based GUI RAID manager which provides a user-friendly graphical interface for configuring and monitoring external RAID disk subsystems which use several families of RAID controller engines. It consists of two programs that run natively on the UNIX computer that is physically attached to the RAID storage subsystem. All communication is through the FC controller, and therefore no RS-232 interface is required. The program incorporates an imbedded web server to provide the user interface to a user-supplied web browser.

Once the DAM service routine is running on your UNIX host, then you may interface to it with any modern web browser that supports HTML level 3 or better. This includes Microsoft’s Internet Explorer 4.x and above, and Netscape Navigator 3.x and above.  Other web browsers such as Sun’s JAVA browser have also been tested. The browser does not have to be located on the UNIX computer running the dam service routine. The browser also does not have to be running locally. If DAM is running on a computer with Internet access, then the browser can communicate with DAM through a dial-up connection (provided no firewall prevents this).

In order to talk to the service, enter the URL that DAM is listening on. By default, DAM will start on port 2002. Therefore, if your UNIX host is configured for IP # 192.168.1.99, then you would set your web browser to the URL: 
http://192.168.1.99:2002
Features

DAM is designed to support this family of enclosures and expansion chassis, running firmware revisions 5.4 through 6.x. Version 7 firmware support is under development, and should be supported by the time version 7 is officially released. Supported controllers include the Mylex FF and FFx family of external fibre-to-fibre adapters.

Functions are broken up into 5 classes. They include:

· Configuration – Adding, Deleting, and modifying LUNs, topologies, and device status.

· Administration – Controller configuration, LUN administration, and bringing controllers online/offline.

· Reporting – Shows statistical data, as well as subsystem status.

· Miscellaneous – All other functions not easily classified above go here.

· Hidden – Advanced (dangerous) functions or trial functions that are not on a menu will be placed here. Currently, only the pass-through low-level format is implemented.

Packaging

The production distribution will normally fit on a single floppy, but may also be distributed by CD-ROM, or in electronic format.  In addition, beta releases of newer releases can be found via anonymous ftp at ftp://ftp.SANtools.com/pub. These beta releases are not meant for end-users, however, and should only be used if instructed to do so by SANtools, (or your authorized DAM supplier).

The distribution contains these files, which must be located in the $DAM_HOME directory tree. By convention, $DAM_HOME will be set to /opt/dam, and this manual will use $DAM_HOME and /opt/dam interchangeably.

cgi-bin/oemparts.txt
cross-reference file for spoofing make and model of subsystem

cgi-bin/oemtail.html
html segment which will appear at bottom of most web pages

dam



dam service routine

dameventlog


log file (automatically created if not found)

damioscan


script or executable which discovers SCSI/FibreChannel devices and LUNs.

damwatch


executable which monitors health of subsystems

images/


directory of image files which are displayed on various web pages

images/oemlogo.gif
this is the logo that is displayed on main screen. The OEM may replace it.

images/wallpaper.gif
this is background image that is displayed on most WebPages. It may be replaced

database/


directory of files that store inquiry, log, and sense codes

passwd.txt


This is the username/password file that is validated during logon.

/tmp



During execution, DAM creates several small temp files in this directory.

Acquiring DAM

DAM is available from your subsystem manufacturer, who is also responsible for direct support. Please feel free, however to cc all bug reports and enhancement requests to support@santools.com.  

Installation & Licensing Instructions – All Operating Systems

You may install dam with other active users on the system if you wish. The entire process will take only a few seconds, and no reboot is required. All instructions assume you are using the korn shell.

Step 1. Install dam

Log in as root, and enter:


DAM_HOME=/opt/dam  (or any other path where you want to store the program and support files)


export DAM_HOME


cd $DAM_HOME


tar xvf dam.BINARYTYPE.tar (where  BINARYTYPE is either LINUX, SPARC …)

Step 2. Run Installation Script

From root, enter:


cd $DAM_HOME


sh ./install

The installation program will:

· Check to see that all required files are located where they should be.

· Set permissions of those files.

Step 3. License the Software

From root, enter:


./dam

The first time you run the software, it will ask for a license key. This key will be supplied by your distributor. If you do not have the key at installation time, then just enter D as license type, and DAM will run in demo mode. Demonstration mode has full functionality, but times out after 15 minutes.

If you have the key, enter C for CPU type, press RETURN, then enter your key. If successful, then you will not be required to enter the key again.

Step 4. Configure Usernames & Passwords

DAM’s security mechanism is simple. Just edit the passwd.txt file, and make changes as necessary. Each line is for a new username / password combination. The username and password are separated by a single : (colon). The colon character is not allowed in either the username or password, and everything is case-sensitive. The username, password, or both fields can be blank.

UNIX Host Prerequisites

· TCP/IP access between the UNIX host system and the machine with the web browser. This can be over any medium, including Ethernet, token ring, ATM, or dial-up SLIP/PPP. 

· The software communicates with a specific IP port or socket number. If there is a firewall, or router involved, make sure that the administrator does not restrict traffic over that socket. 

· A HTML-compatible web browser with JavaScript support. Microsoft’s Internet Explorer (IE) IE4.0, 5.0, and Netscape’s 4.x browsers have been tested. The browser can execute on any machine, either the HP machine, a PC, or any computer running a supported web browser. The operating system of the client machine is not important.

· Your fibre channel host adapter and drivers must be properly configured. If you are running LINUX, then there are additional notes in the appendix.

Invoking DAM

The format for running the program is: dam [-D][-W port_number] where port_number is the IP socket/port number required to access the program. We use this feature to not only hide dam from standard web surfers, but also prevent it from interfering with a system that happens to function as a web server. Since normal web traffic uses TCP/IP port number 80, then your server will be invisible to client browsers unless the browsers are instructed to use a specific port.

The –D option turns on debug mode, which causes trace information to be dumped.

By default, DAM interacts with port number 2002. If that port is busy, then the program just initializes the service at the next available port number. We chose port 2002 because there is a block of unused ports (2002 – 2008) that are not defined for UNIX. We also recommend running the service routine in the background, i.e.:

# /opt/dam/dam &
This way it won’t tie up a terminal session.

In addition, you can add the flag –D that will display debug information on the terminal.  Only do this if instructed to do so.

Example:

Assuming the TCP/IP number of your HP host is 192.200.200.7, and it’s name is server1.dallasstars.com, then you interact with the software by setting the address (URL) of your browser to one of the following:

· http://server1.dallasstars.com:2002
· http://192.200.200.7:2002
If you have another server running DAM, and the IP name/number combination is 192.200.200.10, stanleycup.dallasstars.com, and you started the program with dam –W 1234, then you may access the software from either another PC, or an additional browser window, with:

· http://stanleycup.dallasstars.com:1234
· http://192.200.200.10:1234
Note:  You should consider the port number as a password. Unless a user knows the port number, they won’t be able to access dam, and won’t be given the chance to attempt a log in.

If you do not have networking installed, then you can still access the GUI by loading the UNIX version of Netscape or Internet Explorer (now both free, and downloadable on the web). Just set the browser to http://localhost:2002, or the appropriate port-number.

Additional Notes:

· Firewall administrators are notorious about blocking traffic on undefined port numbers like 2002. Please talk with your security administrator to make sure you agree on what port(s) are acceptable for running DAM.

· Once the DAM job ends, then it typically takes a minute or so for the port to automatically free up on your operating system. That means if you start another session of DAM before the port is freed, then you will see a message saying your default port is busy, and it will use the next available one. 

· DAM is not designed to be a multi-user program.  Only one web browser at a time should attempt to interact with it.

· If you have an enterprise with multiple UNIX hosts and subsystems, then you could open multiple windows as necessary with your browser to interact with an unlimited number of subsystems concurrently.

OEM Customization

DAM is designed to make it easy for OEMs to brand this software. You can perform any or all of the actions below:

1. Background Wallpaper

The file $DAM_HOME/images/wallpaper.gif is a background image which will be displayed on most screens. We recommend creating a light background with a subtle logo. Your browser will automatically tile it into a repeating pattern if need be.

2. Logo

The file $DAM_HOME/images/oemlogo.gif is your company’s logo, and will be displayed on the main screen. 

3. End-of-Page Trailer

The file, $DAM_HOME/cgi-bin/oemtail.html is a segment of HTML text that appears on the bottom of most pages. Modify it as necessary, but there are a few rules:

1. Do not add an image file to it. DAM isn’t looking for an image there, and won’t display one.

2. You are not allowed to state Copyright (Your company name). The copyright is owned by SANtools, not your company.

3. Hot Links to your company’s web page, or contact information is what you would typically put here.

4. If you wish, you could even incorporate some JavaScript here (be sure to add <SCRIPT> … </SCRIPT>  at beginning and end of this file).

5.  Limit yourself to 4096 bytes.

4. Enclosure Make and Model Spoofing

The file, $DAM_HOME/cgi-bin/oemparts.txt is a file that lets you substitute your company’s name and model number for the subsystem. When displaying the Enclosure Information, DAM will first ask the subsystem who made it, and what model it is.  It will then cross-reference that information with the values in this file.  If there is a match, then DAM will display the values from this file, instead of what was returned from the enclosure.

All fields must be padded with blanks.  The first record, 8 bytes long, is the manufacturer that you want displayed. Subsequent records are formatted as follows:

1. The actual enclosure model is 16 characters long, and must be padded with blanks.

2. The OEM enclosure model can be 18 characters long, and must be padded with blanks.

3. Each record must be a fixed length (16 + 18 + 1) byte long … the last byte is the new line character which will be added by your text editor. Do not edit this file on a PC, unless you know how to convert the file from DOS to UNIX format. Be careful when FTP’ing, as well.

If you wish to see what the actual make & model is for your subsystem, and expansion chassis, then simply rename the oemparts.txt file. DAM does not have to be restarted once you modify this file, just be sure to modify the file before running the procedure to Show Environmental Status.

Application Notes:

Configuring Q-Logic FC-AL adapters for Red Hat LINUX v 6.1

· If you are using the Q-Logic family of host adapters, then use the qlogicfc.o driver that comes standard with Red Hat. Do NOT use the Q-Logic driver on their web site.  It doesn’t work… we know, we wasted days trying to get it to work.
· Make sure the UNIX pass-through driver (sg) is installed in your kernel. By default it will be.

· Make sure you enable multiple LUNS on your SCSI device drivers. Otherwise the operating system will only the first two LUNs defined.

· You can load and unload the Q-Logic drivers by issuing /sbin/insmod qlogicfc and /sbin/rmmod qlogicfc respectively.

· We chose not to manually configure the qlogicfc.o driver into the kernel. Our reasoning was if we didn’t then all that had to be done when adding new LUNs is rmmod and insmod the driver.  Otherwise, it is our understanding that you would have to reboot the LINUX machine.

· After everything is installed, and the subsystem is attached, then run $DAM_HOME/damioscan –f, which should detect at least one ghost LUN if none have been configured, or any existing LUNs if they have been. 

· Modify the file /etc/lilo.conf to include the line: append=”max_scsi_luns=8” 

If any OEMs care to expand upon this, please do so, and we will be happy to incorporate their knowledge into this section.  

Running DAM

The rest of this manual will cover all screens and fields, and provide application notes where required. Although this manual  is not designed to be a tutorial on your controller’s operation and features, we will provide insight on why the configurator operates the way it does. 

Logon Screen
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Figure 1
The username and passwords will be validated against the file $DAM_HOME/passwd.txt. If both fields match, then the main menu screen will be painted.  Otherwise this screen will repaint. DAM does not support multiple concurrent users. If another user (or specifically, another browser session, from any IP number) invokes DAM by setting their browser to the appropriate URL), then DAM will log off the original user.

Also note that the “Your Logo Goes Here” image is one of the customizations which is detailed in the OEM Customization section of this manual.

Main Menu
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Configuration Functions:

o Select physical device - displays a table of all SCSIFibre devices and RATD subsystems. You
st select the f%a which you wish to configure or inquire about (allow up to 30 seconds for
discovery).

o Modify disk device status - bring disks on-line, off-lne, or assign as global spares.

o CreatelDestroy/Expand Logical Drives - allows you to set up new configurafions, add logical
drives to existing configurations, and expand the capacifies of existing arrays.

o Configure Host-to-LUN Mapping, - This allows logical drives to be mads available or invisible
to selected FC host adapters

o Lnitizlize LUM(s) - performs low-level format of a LUN. This i required before it can be used
by your O/S.

o TnstallRemove UNIX device drivers for newfdeleted LUNs - This instructs your operafing
system to scan for new or deleted LUNs, and create or desiroy device drivers as necessary.

o Send UNIX Command to host - Use this option to sead UNIX commands to your host. The
commands must not be interactive, and al results wil be displayed upon completion.

Administrative Functions:

o View/Modify RATD controller configuration - Although many changes may be mads on-the-
Ay, some seftings must be made before any RATD groups are defined.

o Reset controller(s) - This simltancously cold resets all conrollers in  subsystem. Muliple
aftempts are made for 90 seconds, in case the controllers have active /Os.

o Gracefully bring a controller off-ine

o Gracefilly bring a 224 controller on-ine. - Do this after a failed confroler has been removed,





Figure 2
This is a portion of the main menu that appears once a user has logged on. First note a few things about the browser configuration.  The image shows the Microsoft IE browser. You are also free to use any browser with HTML-3 and JavaScript capability. This means that you are also free to use Netscape’s Navigator version 4 or above, along with IE release 4 and above. Most other browsers will work as well.

Also note that the button bar has been disabled. DAM does not do this for you, but it is a good idea for you to disable the menu buttons when you run the configurator. That is because the BACK button will not work with DAM.  This is because DAM generates dynamic content with forms. In many cases the BACK button will work as desired, but in a few situations, such as progressing through the screens to create new LUNs, the BACK button will not put the configurator in the desired state.  

Use the buttons and links that DAM gives you on the bottom of each screen instead.

Configuration Function – Select Physical Device
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Figure 3
This function allows you to select which RAID subsystem you wish to configure or monitor. You make your selection by choosing the device driver associated with any ID/LUN combination displayed. It doesn’t matter which physical device path you select for any given controller, as long as something is selected.

If you are running in a dual-controller configuration (in redundant mode), then it also doesn’t matter what controller you select, as all configuration changes will be made automatically for you to both controllers.

Principles of Operation

It is important for the administrator to know how this works, as it can be used for a good general debugging tool in the event that your computer does not “see” a specific LUN. The algorithm is the same, regardless of the operating system…

1. DAM creates a list of all SCSI and FC device drivers.

2. It then issues a standard SCSI inquiry command to report the Vendor ID and Product ID fields. If the inquiry fails, then DAM assumes the device driver is no good, and skips to the next driver in the list.

3. DAM issues the vendor-specific Enquiry command to determine if the device is a logical drive within a RAID subsystem. If so, it issues additional commands to report which controller (and MAC address) is associated with that LUN.

4. It then builds the record, and reports what it has discovered, if either the Vendor or Product fields are non-blank.

Even if no LUNs are defined in a subsystem, you will always see one LUN defined per controller. This is why having the UNIX version of your controller firmware is important. It creates a “ghost” LUN that gives your UNIX host something to attach a device driver to, for configuration purposes. Once a real LUN has been created, then the ghost usually (but not always) disappears.  You can tell which LUN is the ghost, because the Product ID description will not consist of two fields. DAM does not care whether or not you select a ghost LUN.  

The non-UNIX version of the firmware doesn’t have this important feature. 

What to do if a device is missing

If a device doesn’t display,  then it is probably because the device driver is either missing or incorrect. This happens quite frequently, depending on what O/S you have, and what you did to create drivers in the first place. Assuming your FC host adapter is properly installed and operational, and you have exclusive access to your UNIX host, choose from the following:

· If running a SPARC Solaris system, issue the boot –R command. This builds all new device drivers, and removes old ones. If no LUNs appear after this, then you have hardware or cabling problems. 

· If running a SPARC Solaris system, select the DAM function, Install/Remove UNIX device drivers for new/deleted LUNs. This will only work if you just added new LUNs, but may discover additional missing ones without having to do a reboot.

· If running Linux, then try removing and installing the device driver. (If you have the Q-Logic one, then the command would be /sbin/rmmod qlogicfc; /sbin/insmod qlogicfc). If that doesn’t work, then you must reboot.

· If all of the above fails, then a device might be masked because the controller is doing it intentionally. This would happen if the Affinity, LUN, or SAN mapping is used to make one or more LUNs invisible to a particular host adapter or controller. If you can, use the Select Host-to-LUN Mapping function to see if that is the problem. Otherwise, you may have to contact your supplier and/or use the RS-232 debug port to resolve the problem.

Field Definitions

· Physical Device Path: In the case of Linux, it will be the pass-through device driver name (/dev/sgx) for that particular device.  Otherwise it will be the raw driver (/dev/rdsk/c0t3d0). If you are running Solaris, you will only see drivers for section 0 of each device. 

· Controller, Channel, ID, LUN: These are additional fields reported by the O/S that helps identify the device driver.

· Type: DAM will report all types of SCSI & FC devices, including CDROMs, physical disk drives, tapes, and even SCSI scanners. We felt it was useful. Note, if you choose a non-RAID device, such as physical disk drive, or a SCSI tape, then you may run the Display SCSI/Fibre device information function. This will provide detailed information to you about that peripheral.

· Vendor ID, Product ID: These are returned by a standard SCSI Inquiry. You may wish to note some interesting information reported by LUNs. The first field will typically start with DAC. The second field describes the type and size of RAID LUN you have. For example, the selected LUN at /dev/dsk/c1t0d0s0 points to a 17,464 MB RAID-3 disk. The digits before the “B” indicate number of MB, and the character after the “B” indicates the type of RAID.  RAID types of 0,1,3, and 5 indicate RAID-0, RAID-1, RAID-3, and RAID-5 respectively.  A RAID type of 6 indicates RAID 0+1, and RAID type of 7 indicates JBOD.

· Controller/Slot: This shows you the model of controller, followed by the slot number in the subsystem in parenthesis, followed by the unique MAC address for that controller, assigned by the controller manufacturer. 

You will also notice that all of the LUNs on the screen shot appear twice, once for each controller. That is because the UNIX host is attached to both controllers, and the RAID subsystem is configured to map each LUN to both controllers. If you change the mapping, or don’t have a dual-controller configuration, then your results will be different.

Configuration Function – Modify Disk Device Status
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Figure 4
This function allows you not only quickly view status of the drives, but allows you to define hot-spares. One thing that isn’t apparent by viewing this screen, is that each drive in the table maps to the same physical row and column of the disk drive.  That is, the Seagate drive shown as a Hot Spare is physically plugged into the lower left corner of the enclosure.  If you are also using expansion enclosures, you will see additional drive matrices for each chassis attached to the RAID enclosure.

Principles of Operation

A lot has to happen under the cover for this to work, and properly show you the drive topology. Selecting this function also generates a few dozen I/Os, which may cause a very small performance hit in an extremely loaded environment.

How You Use This

Click on a button (or buttons) to change the drive state, then press the OK button on the bottom of the screen to activate the changes. You would typically use this function to

· Turn drive(s) into a hot spare(s).

· Tell the controller that you wish to mark a flaky drive as DEAD, so it doesn’t try to use it, or so you can remove it.

· Tell the controller that a drive marked as DEAD (because you just added a new disk), is configurable for new LUNs by marking it as a Hot Spare.

Changes will be effective immediately, and no reboot is required. It is safe to perform this at any time (providing you aren’t taking a mounted LUN off-line by marking it’s drives as DEAD, of course).

Field Definitions

· Make / Model / [Firmware]: This returns the SCSI vendor id, product id, and firmware revision for each drive. For proper operation, it is strongly recommended that each drive in a LUN have the same make, model, and firmware release.

· Clock Speed: The clock speed in MHz of the device. This isn’t very interesting now, but when 200Mhz and 400 MHz fibre channel drives become supported, it will be quite important.

· # of Ports: The number of ports used by each disk. Should normally be 2 for FC and 1 for SCSI.

· Physical: The physical number of blocks and MB of the disk (1 MB = 1024 * 1024 bytes). One block = 512 bytes.

· Usable: The usable number.  This will always be less, because the RAID controller allocates a portion of disk space for it’s Configuration On Disk, or COD.

· LoopID: The unique hexadecimal number for that particular disk drive.  The LoopID is basically the equivalent of a SCSI ID.

· Channel/TargetID: The channel number and target ID for that drive. (GAM uses this extensively to identify individual disks).

· List of LUNS: This is a list of the logical drives that are using some or all of the space on that disk drive.

· Status:  This is color-coded. In addition to ON-LINE, HOT SPARE, and DEAD, it is possible that the drive could be in several other states such as OFF-LINE. By design there is no button choice to take a drive to an OFF-LINE state.

Finally, DAM does not care what state you change drives to. Use common sense, however. If this screen shows that a drive is used within a LUN, and you change the drive from ON-LINE to something else, then this could result in data loss.

Configuration Function – Create/Destroy/Expand 
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Figure 5
This function is the first screen that appears when you select the option that allows you to add, delete or expand LUNs.  It basically provides you with rules for each of the operation.  (You’ll notice that the expansion has most of the terms and conditions, as you would expect). Even seasoned RAID administrators will appreciate the function marked by the arrow at the top. This creates another window that provides detailed information on each type of RAID, along with performance characteristics and data reliability considerations. If one has not had factory training on the controllers, then this information will probably be quite useful.

How You Use This

Click on a button (or buttons) to perform the desired action. This screen is mostly informational. (It does, however, prevent you from building a new configuration if you already have LUNs defined).

change the drive state, then press the OK button on the bottom of the screen to activate the changes. You would typically use this function to

· Turn drive(s) into a hot spare(s).

· Tell the controller that you wish to mark a flaky drive as DEAD, so it doesn’t try to use it, or so you can remove it.

· Tell the controller that a drive marked as DEAD (because you just added a new disk), is configurable for new LUNs by marking it as a Hot Spare.

Changes will be effective immediately, and no reboot is required. It is safe to perform this at any time (providing you aren’t taking a mounted LUN off-line by marking it’s drives as DEAD, of course).

Configuration Function – Create New Configuration

[image: image6.png]RAID Array Configuration for system at /dev/rdsk/c1t0d0s0

Drive Pac P1ive 0 Drive 1 Drive 2 Drive 3 Drive 4 Drive 5 Drive 6 Drive 7 Physical Maximum Logical MB
"%/ ChID | ChID | ChID |ChID | ChID | ChID |ChID | ChID | MB RAID 0RAID 1[RAID 35 RAID 0+1
Next
A s °
Total 0 0 0 0 0
RAID Subsystems:
Enclosure 0
Clear All SelectNextPack | SelectPreviousPack | DefineLUNs | | Cancel |

IF any disks above are colored GREEN, then that means they currently contain active LUMNs. DAM will et you reconfigure them, however,
without requiring you to manvaly delete any active LUNs (Provided you are doing a New Configuration).

Tn order to build LUNs, you first must organize the disk drives into packs of up to 8 dives

The Next Assign box will show you what pack and drive number that the next drive you assign will be assigned to.

B b e L e e e e




Figure 6
Use this option if there are no configured LUNs in your array. When you select this feature, this will be the first screen you will see. In order to create LUNs, you must first group drives into packs, which exist only for configuration purposes, and are used to group drives together for easier configuration.

Drive packs can be combined to form large LUNs, of up to 32 disk drives. They can be split into multiple LUNs, or do both at the same time. DAM uses packs to group drives together for easier configuration. The primary rules for creating packs are:

· The maximum number of packs that can be combined into a LUN is four.

· From one to eight disk drives can be combined into a pack.

· The number of drives in a pack determines the possible RAID levels.

· If spanning packs into a LUN, then all packs must have the same number of disks.

· Any drive of any size may be used in a pack, but the amount of usable storage will be computed as the smallest disk times the number of drives in the pack.

Creating Logical Disks

For configuration purposes, this manual will walk you through configuring your subsystem with:

· One RAID-1 (mirrored) LUN.

· A RAID-5 Array which spans 2 packs.

· A RAID-0 Array which shares some of the disks in the RAID-5 array.

· A RAID-3 array which will be expanded on-line

· One hot-spare disk.

This tutorial isn’t the most efficient use of storage, but is designed to show you the features and flexibility of the configurator.

Step 1. Group drives into packs

When you first invoke this function, you will see the screen shown in Figure-6. The top table will display all packs, along with what you can do with them. The middle table shows a map of the subsystem, and any expansion chassis that were discovered. As drives are selected and moved into the pack table, they will be marked.
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Figure 7
In order to build the RAID-3 set which will be composed of 3 x 8.7GB disks, just click on the Assign button for the 3 disk drives. The “Next Assign” box (marked) will move to the next slot in the pack every time a drive is selected.

If at any time, you wish to remove a drive from a pack, click the Undo button, and the remaining drives in the pack will slide to the left, while the removed drive will reappear with an Assign box in the subsystem table.

Note that nothing will be saved for several more screens, and you may cancel at any time by pressing the Cancel button.

When ready to start grouping drives for the next pack(s), click on the Select Next Pack button. Figure 8 shows what the screen will look like after pressing it.

Notes:

You do not have to allocate all the drives to packs (or LUNs). If you choose not to configure certain disks, then they may be used at any time in Add LUN, or to expand a LUN(if the characteristics of the LUN qualify for expansion).
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Figure 8
Note that the Next Assign moved to the first position of a new pack. 

Continue with pressing the Assign, and Select Next Pack buttons as necessary until the drives are grouped as desired. The top part of the display will look like the following.

[image: image9.png]Drive Pack | Drive @ | Drive 1 | Drive 2 Drive 3 Drive 4 Drive 5 Drive 6 Drive 7 Physical Maximun Logical MB
**| chID | CMID | ChID | CWID | CWID | ChID | ChID |ChID | MB RAID 0 [RAID 1/RAID 3/5 [RAID 0+1
A 26244/ 26196 17464 13098
B 34732| 34700| 17350
c 52099| 52050 34700 26025
D Mest 52099| 52050 34700 26025
Assign
E 0
Totals: | 163176 | 164996 | 17350| 86364 65148





Figure 9
At this point you are ready to define LUNs. Press the Define LUNs button.

Step 2. Define LUNs.

Figure 10, shown below will be painted. You must now select a pack (or packs) which will be combined into the first round of LUNs.
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Figure 10
Since we just want to create a RAID-3 group using the 8GB drives shown in pack A, and don’t wish to stripe pack A with other packs, then click on the Pack A box marked. Then press the Configure New button at the bottom of the screen. 

When it is time to build the LUNs that will incorporate the drives in pack C and D, then you would click on the C and D boxes, then press the Configure New button.
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Figure 11
Select the desired RAID level, and fill in the usable MB you require. In this case leave the All in the Usable MB field, and press the Apply button (which is hidden by the drop-down box).

Step 3. Finish out the Pack.

If you did not want all remaining storage in the pack to be assigned to the LUN, then cycle between entering the amount of storage you want to use, and the type of RAID you want to assign to it. You are free to mix and match as required. Furthermore, DAM will prevent you from defining a LUN that is either too large or too small.

This is what our example will display after pressing the Apply button.
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Figure 12
Next press the Select Pack(s) button to repeat the process of selecting pack(s), and defining LUNs. The following screen shot is from the example configuration. This is where you have to select 2 packs that will be combined into a RAID 5 LUN, and a RAID 0 LUN.
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Figure 13
Note that you will select multiple packs if you wish to combine them into a LUN or LUNs. After creating the next LUN of 10,000 MB (the configurator will round it up to a multiple of 3), then your screen will show this:

[image: image14.png]5 ...
b fre pe s

(100.0 %)

10002 2 | &1 6828032 3334
520991 52050 19 2 oy | 2 | 30 6828032 3334
e 8 P 6328032 3334

0

52099 52050 0 0 o)

Logical [Pack(s)| Usable |Wiite
) Lev

Driv RAID Level Used | MB |Cache|
3 [RAID 0 (stripe) Meax MB=34095 TBD |[all ~
RAID 0 (stripe) Max MB=34038 5
0 RAID 3 (stripe wy single parity disk) Max MB=62732 £ WAl X
1 B 17350 ¥
2 |PAID 0+1 (mirrored stripe) Mex MB=47043 C 10002 Y





Figure 14
Finish up with selecting RAID 5, letting the Usable MB field stay as All, and pressing the Apply button. Your screen will now look like Figure 15.

[image: image15.png]Drive Pack Allocated Physical Distribution
Drive | Drive | Drive | Drive | Drive || cow | sabte |\ Drive |Starti
s - ., |Drive | Drive | Drive |Drive | Drive rive |Starting |, "
[Pack Drive 0 Drive 1 Drive 2| =) a = G e | MB | MB (% Used) "UN|cou1n | Bloak | * Blocks #MB
26196 o
34700 P
B -- 4732 34700 | ' 0 Already in U
2 [0l o[ 6828032 3334
230 0| 6828032 3334
52050( 2| 2-1 0| 6828032 3334
@
% 320991 5200 105,904y 3 | 01 [6328032 2870476814016
3 | 3.0 6828032(28704768 14016
3 | 2-1 6828032|28704768 |14016
S0 3 || 11 0353280017350
D 52099) 52050 1005 oyl 3 | 3L 035532800 (17350
ey EESH 2 035532800 /17350
Logical vl |Packis)|Usable|Write
Drives|  RATPLevel  [yoi | MB Cachel
0 |RAID 3 Parity Stipe)| A | 17464] ¥
1 RAID 1 (Miror) B [17350) Y
2 RADD 0 (Stripe) ¢ [1o002) ¥
3 |RAID 5 (Parity Stipe)| C,D | 62732 Y
SelectPack(s) |  NextScreen UndoLUN | Cancel





Figure 15
At this point, you have defined all of the LUNs you wish to, and are ready to update the RAID controller with the new configuration. Press the Next Screen button. You will see the following:
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Figure 16
Press YES to save, otherwise NO.  If all goes well, then you will shortly see the screen shown in Figure 17.
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Figure 17
Press the OK button, and you will see:
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Press the YES key. A reset is required, and not optional. The reason that DAM even asks you is to give you the chance to make sure your host(s) are ready for a reset. 

Note:  If you are adding a new LUN to an existing configuration, then you should unmount any LUNs before resetting, if there is any possibility that the host will attempt to issue any I/Os to them before the controller(s) finish rebooting.

The controller(s) will then reset, and the main menu will appear. Continue with Initializing these LUNs which is covered in this manual.

Configuration Function – Add LUN

The screens and procedure is similar to adding a new configuration to an unconfigured controller. The screens are the same. The differences are:

· All previously defined LUNs and packs (which are actually used in LUNs) will display when selecting drives for packs. Those allocated drives, however, will not have an Assign button in them.

· Only unused disks will have an Assign button in them.

· You may not add a drive to an existing pack. If that is what you desire to do, then you must perform the On-Line RAID Expansion procedure.

· Although you can fill out the screens, you must not attempt to save the configuration (Figure 15), while users are on-line. That is because a controller reset will be required.

Configuration Function – Delete LUN 
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Use this function to delete the last logical disk that was created. (When version 7.0 of the firmware is released, you will be able to delete any LUN). DAM will show the size and characteristics of the last LUN that was created, along with the obligatory Are-You-SURE? If you click on the YES button, then the LUN will be deleted immediately. If you select NO, then the main menu will be painted.

If you delete the LUN, a controller reboot will be required. However, if you are going to be deleting multiple LUNs, perhaps to enter a completely new configuration, then you can skip the reboot until you have deleted all of the LUNs.

Warnings

· Don’t delete a LUN with a mounted file system on it.  This may lock up a Solaris box, or at the very least cripple it. LINUX isn’t very tolerant of that either.

· Make sure that you do not delete the LUN associated with the device driver you selected to talk to the RAID subsystem. If you do, then DAM will not be able to communicate with the RAID controller, until you choose another device driver from the Select Physical Device function.

· Be sure to remove the unnecessary device drivers on your UNIX computer.  This could cause problems with other applications (but not DAM).

Configuration Function – Expand LUN 

RAID expansion allows capacity to be added to an existing RAID set while the controller is on line. No resets are required, and I/Os to other LUNs will be serviced (a little slower). There are many rules and conditions that must be met in order to perform this, however. 

The most important one is that you must be using a file manager such as Veritas’ Volume Manager for Solaris, or HP’s VxFS that will allow you to actually use an expanded LUN. Here is a screen shot which shows you most of the terms and conditions. If you wish to attempt an on-line expansion, and your environment is not properly configured, then the request will fail, and you will get an appropriate error message. 
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Figure 18
In order to expand a LUN, you must add drives to that pack. Using our example configuration, DAM will build you the following screen.  (Note that only non-spanned LUNs will appear. If a LUN doesn’t qualify for expansion, then it won’t display).
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Figure 19
In this situation, drives are shown as green because they are in an on-line state which means they are configured into LUNs which happen to be on-line.

Since LUN#0 is the only LUN that qualifies for expansion, then you don’t have to go through a pack selection process. Just click the Assign button on the available disk drives, then press the EXPAND Selected LUN button to continue. 

Note that this example shows that you will use a 17.5GB drive to expand a LUN composed of 8.7 GB drives. That is acceptable. However, the reverse is not possible. The new drives must be of a size equal to or larger than the drives in an existing pack. The remaining storage on the 17.5 GB drive will remain unused, and you won’t be able to access it for data storage.

Once pressing the EXPAND Selected LUN, a warning message will appear:
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Figure 20
This will be your chance to abort. If you press YES, then the expansion will begin immediately.

Configuration Function – Initialize LUN
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Use this function to initialize LUNs. This is required before using it by your operating system. DAM will automatically select uninitialized LUNs for you, and display their status (Initialized, Uninitialized, or Initializing).

Select as many devices as you need, and press the Initialize button. DAM will then jump to a status screen that will display how the procedure is progressing, and update every 10 seconds. The initialization procedure can be done at any time, and the controller(s) will service I/Os for other LUNs while this is going on. There is also a configurable parameter in the controller configuration that allows you to adjust how much controller CPU time to allow for background operations such as this.

System Drive Affinity and Programmable Mapping

The RAID controllers offer several drive mapping techniques which make it suitable for many environments. These configuration modes define what hosts see your logical disks, and how a hardware failure might change things. When you select Configure Host to LUN Mapping from the main menu, this table appears:
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Figure 21
The mapping strategy currently used by the controller will be marked. You will press a button to either modify the current configuration, or select a new strategy. No changes will be made until you fill out the subsequent forms.

There are some important warnings:

· A reset is required if you change the mapping type (i.e., from SAN to Affinity), or the topology type within SAN mapping. You can however, set things up and postpone the reset until you have a downtime window.

· If you make a change to the mapping, be sure to consider how the new mapping might effect device drivers on attached systems. Depending on what you are changing, you might make the controller invisible to DAM. You also might make one of your UNIX device drivers now point to the wrong LUN, which could result in data loss if the LUN is in use. In other words, DAM will not stand in your way if you do something really stupid. 

· Only the most experienced administrators should make changes in an on-line environment.

The next few pages address each of these mappings.

System Drive Affinity

This allows drives to be assigned to any combination of controller and host ports. Dual-active configurations would typically have all drives on all controllers checked. That way, in the event of a controller failure, the other controller would automatically map all of the LUNs. (Of course, you need to properly set up your cables and FC hubs, so your host computers can see them as well).

This example shows that Drive #0 and Drive #1 are seen by both ports on Controller #1, and the other two drives are seen by controller #0. 

To change mapping, just click on the boxes, then the Apply button. If a controller reset is needed because you are not currently using affinity mapping, then DAM will let you know.
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Figure 22
Note - If you are using a controller that isn’t dual-ported, then DAM will adjust the display appropriately. 

Programmable LUN Mapping
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Figure 23
This type of mapping allows the assignment of any LUN (or multiple LUNs) to any drive on each port, or to configure without specifying LUN to drive assignments. This example shows that hosts attached to the first controller have access to all drives, and hosts attached to controller #1 can only see the RAID 0, and RAID5 disk. Note also that controller #0 ill see the RAID 5 disk at LUN#3, while controller #1 will see it as LUN 0.

How You Use This

Make changes, then click on APPLY. If your controller is currently using LUN mapping, then changes will be immediate. If it is not, then DAM will tell you that a reset is required to complete the process.

SAN Mapping
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Figure 24
The SAN Mapping feature, also known as Host to LUN Mapping feature, restricts host access to logical drives. Each drive is granted only to a single host or group of hosts, providing limited security control of data in a Storage Area Network (SAN) environment where multiple hosts are connected to the controller.

This feature is available only on controllers with a fibre channel host interface running on firmware version 6.0 or greater.

The SAN mapping feature is intended for use in configurations in which multiple host computers attach to one or more controllers. This is also referred to as a Storage Area Network (SAN) configuration. The host computers are attached to the controller(s) through a fibre channel arbitrated loop, FC hub, or FC switch. An example of fibre channel arbitrated loop configuration is shown in Figure 25.

Figure 25 – Storage Area Network

 

Without host to LUN mapping, each host computer (1 through 3) has complete access to all four system drives. When a host system boots, operating systems such as Windows NT attempts to mount all of these system drives. As a result, any data on the array can be accessed by the Windows NT system. In some cases, Windows NT will automatically write an identifying signature to these storage areas. This results in a data corruption if another one of the host systems has stored data there.

If UNIX computers are involved, then an automatic mount won’t occur, but you still have a security risk, and the possibility that a user with root privilege will mount (or attempt to format) one of these disks.

By utilizing SAN mapping, however, each logical drive can be configured to be visible to a single host computer only. If you are using a volume mapping tool such as Veritas’ Volume Manager, or Tivoli’s (previously Mercury’s) SANergy product, then you could safely concurrently mount file systems on these LUNs to any number of these 3 hosts.

The controller uses the World Wide Name (WWN) to uniquely identify host computers that have logged in to the controller. A list of valid hosts and their corresponding WWNs, is provided to external configurators in order to configure the mapping.

Once logical drives are configured, the controller maintains a table of WWNs for each. This table defines the hosts that are granted access to each system drive and the controller port and the LUN number. The controller uses the table of WWNs to determine access to a specific system drive. If a host sends a new command to the controller, the controller validates the WWN, LUN, and controller port prior to servicing the command. If the WWN, LUN, and port information are valid for the system drive, the requested command is completed normally. If the WWN, LUN, and port combination are not valid for the system drive, the command is completed with Check Condition status, with the sense key set to Illegal Request (05h) and the sense code set to Logical Unit Not Supported (25h).

There are three exceptions to the response to commands when the WWN, LUN, and port combination are not valid:

If the request is an Inquiry command, the controller returns the Inquiry data with the peripheral qualifier set to indicate that the target is capable of supporting the specified device type on this LUN, but no device is currently connected to that LUN.

If the request is a Report LUNs command, and the addressed LUN is 0, the controller completes the command normally, reporting only the LUNs accessible by the host requesting the command. If the request comes from DAM, however, the command is processed normally by the controller. This allows a controller that is not configured to be reconfigured to operate correctly with the attached hosts.

Supported SAN Mapping Topologies

The model of controller you use dictate what SAN Mapping topologies are supported. This manual will cover all four possibilities, even though your controller might not support them all. Only one type of SAN topology can be active, and any changes to a topology will require a reboot for it to become effective. 

This manual is not designed to be a tutorial on the strengths, weaknesses, and required external hardware configuration to use each topology for the various operating systems. The documentation here merely covers how to configure each of them. You may wish to contact your supplier to provide you with this information.

Regardless of the topology, the bottom portion of the screen (refer to Figure 24) will be the same. As the administrator, it is your job to first choose the topology which best matches your SAN environment, then configure the mapping. To change the topology, just click on the drop down box, then press the Select button. Once you do that, then the screen will be repainted with the appropriate values for the selected topology and controller/port combination.

Don’t forget that your subsystem will probably have multiple controllers and ports, and you must configure the map for each of them. (The topology type will be the same for all ports).

How You Use This

1. Click on the desired SAN topology, then press the Select button. The screen will repaint.

2. Fill out the mapping at the bottom of the page for the selected controller & controller port.

3. If your RAID subsystem has multiple controllers or ports, select the next CxPy button.

4. Continue with step 2 until all changes have been made.

5. Press the APPLY button.

As mentioned earlier in this section … 

There are some important warnings:

· A reset is required if you change the mapping type (i.e., from SAN to Affinity), or the topology type within SAN mapping. You can however, set things up and postpone the reset until you have a downtime window.

· If you make a change to the mapping, be sure to consider how the new mapping might effect device drivers on attached systems. Depending on what you are changing, you might make the controller invisible to DAM. You also might make one of your UNIX device drivers now point to the wrong LUN, which could result in data loss if the LUN is in use. In other words, DAM will not stand in your way if you do something really stupid. 

· Only the most experienced administrators should make changes in an on-line environment.

Install/Remove UNIX Disk Drivers

This function instructs DAM to tell the UNIX host computer to scan for new devices, and update device drivers. Unfortunately, not all UNIX variants have commands that will do this for you, and you may have to reboot to have your UNIX host recognize new devices.

If you are running in a live environment with mounted LUNs, then you need to be careful about executing this feature. For example, if you changed SAN mapping so logical drive #3 is mapped to LUN 0 instead of LUN 4, then you will make file systems disappear, and confuse your device drivers. This should be expected, of course. As stated earlier, DAM is not going to prevent you from doing something stupid.

Also, if you have cross-linked or improperly defined device drivers, then running this function will correct the problem, but it will also properly redefine drivers. This could also have an effect on mounted devices.

Below are some O/S-specific comments:

· LINUX:  RedHat 6.1 does not support scanning for new devices. A reboot is recommended.  However, if you manually remove your FC device driver, then re-install it, then new devices will be discovered. This will save you the trouble of rebooting, but the technique obviously can’t be used if other LUNs are active and mounted. See the RedHat notes at the beginning of this manual for the commands. We have not tested the software on RedHat 6.2 yet.

· HP-UX: DAM calls the standard insf command, which works very well.

· SPARC Solaris: DAM calls /usr/sbin/drvconfig, followed by /usr/sbin/disks, after a slight delay. It is been our experience that these commands don’t work 100% of the time. However, if you are just adding new LUNs, and not changing any mapping then they have proven to be very reliable. (These commands may work better in the new Solaris 8).

Send UNIX Commands to Host
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Use this function to spawn a command line to the UNIX host that you are communicating with. When the program terminates, the resulting page will be returned. In addition, any error messages going to stderr will appear at the top of the result window.  The output buffer will be truncated to the first 30KB worth of data.

You would typically use this to perform mounts, but DAM doesn’t care what you do. Remember also, that the command will be run as root, and please view the caveats above.

View/Modify Controller Configuration
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Figure 25
This lets you make changes to your controller. The most important thing to know is that changes labeled On-the-fly will be immediate. Those marked Reset require a controller reset to become effective. The two choices labeled New Config can only be made when there are no defined LUNs, as they are data-destructive.

To use this, make as many changes as you desire, then click the Apply button, which will save the new configuration on all controllers, as well as the COD area on your subsystem’s disk drives. The Reset Screen button changes settings to what they were when you first pulled up the screen.

Reset Controller(s)
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Figure 26
Press YES if you wish to reset your controller, or if you are in a dual-controller subsystem, it will reset both controllers. Otherwise click on NO, or the [Return to Main Page] link.

If you are not running LINUX, then you will see a child window (Figures 27, 28) which lets you know when the controllers are back on-line.  Click the X or press the Close This Window button once the controllers have reset.
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Figure 27




Figure 28
For your protection, if the controllers are busy servicing I/Os, then the reset command will not be accepted.

Take Controller Off Line
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Figure 29
Press the YES button to initiate a controller failover. You would typically do this for disaster recovery testing. (You could also do the testing by physically yanking a controller, but this lets you accomplish the same thing without leaving your desk).

Take 2nd Controller On Line
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Figure 30
When a failed controller is replaced, the system either automatically detects the replacement (if configured for automatic failback), or is informed of the replacement by issuing this command. The following steps outline the failback process executed by the surviving controller:

1. A replacement controller is detected.

2. The surviving controller releases its partner from reset.

3. Once the replacement controller completes initialization and is ready to resume I/O requests, the surviving controller quiesces both ports by responding with BUYS status to new I/O requests.

4. The surviving controller disables the failover port or secondary ID.

5. The surviving controller enables its primary ports.

6. The replacement controller enables its primary ports.

7. Both controllers disable conservative cache (if enabled) for write-back system drives and resume normal dual-active controller operation.

Use this command to force the failback, by clicking on the YES button.

Data Consistency Check/Restore
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Figure 31
Use this feature to initiate a check and/or repair on a logical drive. In order to execute this, the logical drive must be a high-availability RAID.  In this example, LUN #2 is not shown because it is striped (RAID 0).

There are several reasons why the check or restore could be denied, and DAM will report that to you if the request is rejected. The most common reasons are that you have no on-line spare disk to be used to repair the LUN, or you are trying to do more than one rebuild at a time.

If you execute any of these actions, then you can view their progress by looking at the Background Status Screen function. The result below is a screenshot generated a few minutes after initiating a Check and Restore for Logical Drive #0, and 15 minutes after starting a LUN Initialization (format).
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Figure 32

Display (Dual) Controller Status
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Figure 33
This function displays information your controller(s) and whether or not they are working together. There are nearly 100 different error or warning messages that can be returned, and this could be quite useful in the event you have a controller failure.

You should also periodically check this during normal operations to make sure that all is well. In some cases you may have a controller failure which will NOT result in an audio or visual alarm.

Topology Query
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Figure 34
This function displays a list of fibre channel host adapters that are (or were) attached to the RAID controller. In the case above, the device at 20-00-00-E0-8B-00-CA-60 was once attached, but is no longer connected.

Use this to view limited topology information.

Note:  This is a read-only display, and there is nothing you can change.

Display Statistical Data for Physical Device

This is a placeholder for a non-supported feature that is currently under development.

Statistical Data for Logical Device

[image: image41.png]Statistical Report by Logical Disk for Device at /dev/rdsk/c1t0d0s0

o #of Read #of Blocks £ of Wiite #of Blocks #of Read
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Figure 35
This function displays cumulative reads and writes for all logical drives since the last polling period. If no I/Os occurred, then nothing will display. In the situation above, drive number 1 was just initialized, and no other operations were done during that time.

All numbers will reset every time the screen is called.  Use this to view the actual number of I/O operations that get serviced by each LUN during the 10-second polling period.

Display SCSI/Fibre Device Information

[image: image42.png]SCSI Inquiry Dump for Device at /dev/rdsk/c1t0d0s0

(150 DIS 9316).

version of SCSI (ECMA-111).

Device Characteristics Value
Vendor (Manufacterer) nrLEx

Product Identifier DACSEOFF 1746483
Microcode Revision Level 7611

Unit Serial Number
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0000k 00 00 02 02 33 00 10 02 4D 59 4C 45 58 20 20 20 ....3...MLEX

0010k 44 41 43 39 36 30 46 46 20 31 37 34 36 34 42 33 DACIGOFF 1746483
0020w 37 36 31 31 00 00 00 00 20 00 00 8 E5 11 35 55 7611. s
0030k 00 00 00 00 00 00 00 00 - - - - - - - -

All of this informaion is Read-only. [f you try to make any changes on this screen, nothing will hagpen.





Figure 36
This is what the standard SCSI inquiry returns for a device or LUN. Use it for diagnostic reasons, or to help figure out information on any SCSI or Fibre Channel device attached to your computer.

This was one of the first features written when DAM was in its infancy, and we used it as a handy tool to identify what a particular device driver was nailed to, and learn what it was telling your operating system.

Subsystem Configuration Information

[image: image43.png]Hexidecimal Diagnostic Dump for Subsystem on device /dev/rdsk/c1t0d0s0:

0000k 00 00 00 53 34 12 00 00 04 00 00 20 03 83 03 00 ...S4
0010k 01 00 00 00 00 00 00 00 00 00 00 00 00 EO 10 01
0020k 00 00 00 00 00 00 00 00 00 00 00 00 00 00 00 00
0030h: 00 00 00 00 00 00 00 00 00 00 00 00 00 00 00 00
0040k 00 00 00 00 01 00 00 00 02 00 00 00 00 00 00 00
0050k 00 EO 10 01 00 00 00 00 00 00 00 00 00 00 00 00
0060k 00 00 00 00 00 00 00 00 00 00 00 00 00 00 00 00
0070k 00 00 00 00 00 00 00 00 01 00 00 00 03 02 00 00
0080k 00 00 00 00 00 EO 10 01 00 00 00 00 00 00 00 00
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Figure 37
This is a portion of the 4,660 byte-long hexadecimal dump of the controller configuration file. This would be of interest to your vendor’s technical support group in the event of a problem, or would prove helpful to verify that several subsystem configurations have properly been cloned.

Physical Subsystem Information
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Figure 38
This shows statistical data, drive status, and errors for all drives in all subsystems. It also correctly displays the enclosure number, and row/column of each disk drive.  All numbers are cumulative, starting from zero when the subsystem is powered on. Under normal operation you should rarely see any errors.
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 Figure 39.

Show Logical Subsystem Information
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Figure 39
This shows all configured LUNs, their status, mapping information, and how they are laid out. We yanked one of the disk drives in the mirror a few seconds before capturing this screen. If you were to view the physical device screen, you would see that this disk (below) at channel #1, ID #2 is being rebuilt. If this wasn’t a test, then figure 40 would show that the drive is either dead, or the slot is empty, depending on how damaged the disk drive is.
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Figure 40
Display Environmental Subsystem Information
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Figure 41
This function polls the enclosure (and all expansion enclosures) every 10 seconds and reports status information. Before running this report, we unplugged the cable to the power supply #1. 

Notes:  

· If your enclosure has a battery, then additional information relating to it’s status, remaining charge and battery type will be displayed.

· If expansion enclosures are attached, then all of the same information would be reported for them as well, only with a different Enclosure ID.

Display Status of Background Job
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Figure 42
This shows you how initialization, rebuilds, or checks are progressing. Note that the title page displays the date and time of the last poll. Press the [Return to Main Page] link to exit this screen.

Flush Controller Write Cache to Disk
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Figure 43
Do this to force a cache flush. You would ordinarily perform this after all LUNs are unmounted, and before a power down. If you were to run this on mounted file systems that are servicing write requests, then there is a small risk that this request will never complete. However, it would be pointless to flush cache in this situation, as the cache would instantly be dirty after the controller receives the next write command.

If successful, you will get this response:
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Figure 44
Save / Load Controller Configuration

[image: image53.png]Save Configuration to Disk (for Subsystem on device /dev/rdsk/cLtdd0s0):

“This will save your current controller configuration into a small (4KB) data fle of your choice. Once
saved, you can use it for emergency situations, or for RAID subsystem configuration cloning, Please use
a flly qualificd e name below.

Target Filename: [fopydam/LastConfig bin

SAVE Configuration Cancel

[Return to Main Page] [Log Off]




Figure 45
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Figure 46
This functions lets you save the controller configuration file to a data file of your choosing, then load it into another RAID array. You would use this feature to clone a RAID configuration. (In order to clone a configuration this way, the two RAID subsystems must be exactly the same, including the disk drives).

The file will be saved (or loaded) locally on the UNIX host, not the client machine running the web browser.

Flash New Firmware onto Controller(s)
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Figure 47
Once you enter the UNIX filename of the image, then DAM will run through a simple verification to see if the image is of the right size and type for your subsystem. If not, it will report the problem.

Flashing will only take a few seconds, and DAM will immediately jump to the Reset Controller screen. Let it perform the reset.

Be sure to contact your subsystem vendor for any other information that you need to be aware of when upgrading (or downgrading) to certain firmware revisions. 

Stop Service Routine on UNIX Host

This is the emergency shutdown routine for DAM. Once you click the Stop Configurator Service Routine on Host link, then the DAM service routine is immediately shut down. You do not get an Are-You-Sure Message.

The last action that DAM will do will be to return this message on your browser.  Once the service routine as been killed, then nobody will be able to issue commands, and anybody with a web browser will get the standard error message indicating the host is not found.
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Figure 48
Pass-Through Low Level Format
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Figure 49
This function does not appear on any menu for a good reason. It should only be run by CE’s in the event that they are trying to clear up any problems with a particular disk drive. In order to access this feature, set the URL to /LLF, as in http://192.168.2.42:2002/LLF.

Depending on the size of a disk drive, it could take several hours for the low-level format (SCSI Format Unit Command) to complete. 

This function proved useful to SANtools while DAM was under development, and we hope it will prove useful in situations where you need to LLF a disk, and don’t have access to the hardware necessary to do the job.

Modify Virtual Disk Size

Figure 50

This function does not appear on any menu. Use it to change the virtual drive size for your disk drives. You would ordinarily use this feature to prevent users from accessing 100% if your disk drives. Do this to:

· Make 18 GB drives appear to be 9 GB drives

· If you have two different models of 36 GB drives (IBM & Seagate), then they will have slightly different usable sizes. By utilizing this feature you can set them to be the same size so that they are fully interchangeable.

If DAM detects that you try to make a drive larger than the maximum, then it will not accept the value. Also you will notice that the maximum usable is 16 MB less than the physical size. This is for the configuration-on-disk (COD) area.

Appendix A – DAMWATCH Event Monitor & Logger

DAMWATCH is a support program designed to poll your RAID subsystem and report it’s health to an output file which can then be used by a user-supplied program or shell script to provide notification in the event a component fails or becomes offline. The program works by issuing commands to the controller which instruct it to report status information for all LUNS, disk drives, and enclosure components (fans, power supplies, batteries, etc…).

In order to minimize performance impact, and provide the greatest amount of flexibility to incorporate it in external routines, we have designed the program with the following considerations:

· damwatch has a user-defined polling period (in seconds).

· The program generates only 11 I/Os.

· The user supplies the status file name upon invocation.

· The user supplies the optional history file name upon invocation.

· The status file is pure ASCII text, so the result can easily be interpreted by a shell script.

Running Damwatch

Make sure the $DAM_HOME environment variable is set, and you invoke the program from root. Syntax is:

./damwatch [-d] [-P PollingSeconds] [-H HistoryFilename] -S StatusFileName -D DeviceFileName 

Where: 

-d  Turns on status debugging features by sending information to stderr 

-H Historyfilename optional history file which will get appended with last status info record. Do not supply this parameter if you do not wish to create a history file.  

-S Statusfilename. This is the health of the subsystem, see record layout below.

-P PollingSeconds Number of seconds between each polling period. If not supplied, the program will default to 30 seconds.

-D Device to check (i.e, /dev/rdsk/c1t1d0s0). This is the raw or pass-through driver attached to any LUN on the subsystem. It doesn’t make any difference which LUN you pick. Furthermore, the program will still work correctly if the LUN that it is nailed to goes offline or is even removed (provided the UNIX device driver is still correct).

Byte #
Size
Description

0
8
Polling date in YYYYMMDD format

8
6
Polling time in HHMMSS format (24-hour clock)

14
1
Subsystem summary status, set to + if all is OK, - otherwise.

15
1
Fan Status: + if All On-Line, otherwise single digit representing number of failed fans.

16
1
PSU Status: + if All On-Line, otherwise single digit representing number of failed power supply units.

17
1
Temperature status. + if within specifications, - if over-temperature warning (or temperature sensor failed)

18
1
+ if UPS found and on-line, - if found and off-line, blank if no UPS

19
1
- if battery is currently discharging, + otherwise

20
1
+ if no further enclosure alarms, - otherwise (this tests all ESS pages for any alarm state and would detect such things as a FC path failure)

21
2
Master/Slave controller status – See MS Status Table Below

23
4
Partner State – See Partner Status Table Below

27
32 X 1
Status of each possible System Drive (LUN): [

· + If On-line

· - If Off-line (and defined)

· C if Critical (and defined)

· ? if in unknown state

· Blank if no none defined 

59
8 X 16 X 1
Status of each Physical Device Disk[Channel][ID] (0:0, 0:1 .. 7:15)

· + If On-line

· D if drive is DEAD 

· R if drive is Rebuilding

· S if drive is in Stand By state

· ? if drive in unknown state

· Blank if empty slot

187
1
New line character 0Ah

Master/Slave Controller Status Table

Value
Meaning

00
Slave disabled, or simplex


Master States During Redundancy

10
Initial state during dual-active boot

11
Default master got first ping

12
Master in negotiation

13
Negotiation done; waiting for ping

14
Negotiation done; received ping

15
CC nexus established

16
Insufficient memory

17
Waiting for debounce ping

18
Waiting for replacement notification


Failed Slave States

20
Slave failed

21
Slave controller is ejected

22
Slave controller removal is detected

23
Slave controller is inserted

24
Command slave controller is inserted

25
Command slave controller to pause

26
Paused slave ready to resume

27
Paused slave controller failed


States During Redundancy

40
Default slave is slave

41
Slave entered monitoring mode


Failed Master States:

80
Master failed

81
Master controller is ejected

82
Master controller removal detected

83
Master controller is inserted

84
Command master controller insert

85
Relinquish control

Partner Status Table

Value
Partner State
Notes

0000
No Partner
Controller running in simplex mode

0100
Booting
From power-up

0101
Booting
Partner is replacement controller

0200
Active
Controller-Controller nexus

0201
Active
Partner is survivor

0300
Failed
Ping time-out

0301
Failed
Negotiation - get chunk failure

0302
Failed
Negotiation - SCSI communication failed or cables are wrong

Or firmware versions/builds are different

0303
Failed
Negotiation - host ID mismatch

0304
Failed
Negotiation - SLIP/DIFFL/FBR mismatch

0305
Failed
Negotiation - disk channels available mismatch

0306
Failed
Negotiation - host channels available mismatch

0307
Failed
Negotiation - firmware version mismatch

0308
Failed
Negotiation - firmware type mismatch

0309
Failed
Negotiation - memory size mismatch

030a
Failed
Negotiation - memory read of partner failed

030b
Failed
Negotiation - MS_INTNEG command to partner failed

030c
Failed
Kill Partner command received

030d
Failed
Partner failed during failback TID handover

030e
Failed
Partner didn’t enter nexus after negotiation complete

030f
Failed
Partner failed for unknown reason

0310
Failed
Failed Write Back Synchronization Failed on Channel 0

0311
Failed
Failed Write Back Synchronization Failed on Channel 1

0312
Failed
Failed Write Back Synchronization Failed on Channel 2

0313
Failed
Failed Write Back Synchronization Failed on Channel 3

0314
Failed
Failed Write Back Synchronization Failed on Channel 4

0315
Failed
Failed Write Back Synchronization Failed on Channel 5

0316
Failed
Negotiation - firmware build mismatch

0317
Failed
Negotiation - device channel cables are crossed

0320
Failed
Hot pull of partner detected while nexus active

0321
Failed
Partner absent at boot

0322
Failed
Power failed before failover finished

0323
Failed
Power failed before relinquish finished

0341
Failed
Controller-controller locking had unrecoverable SCSI error

0400
Removed
Partner is removed

0500
Inserted
Partner is inserted

This shows what packs are used in each LUN.





Shows how each LUN is physically laid out on each disk drive.





This shows all possible RAID levels, and Maximum usable size. The number of drives in the pack determines what kind of RAID is possible.





# of usable MB in the pack for each RAID type.





MB


Channel-ID





This indicates where the next assigned drive will be placed. Use these buttons to move this to a different pack.





Where the data for each LUN is actually stored.





FC Host adapters in SAN – DAM will auto- discover and display a complete list.





Several choices will appear, depending on RAID controller(s) you are using.





Select up to 4 same-size packs to use for next LUN(s) to create.





Host Computer 1








Host Computer 1











Logical Drive 1


(RAID 1)





Logical Drive 3


(RAID 5)





Logical Drive 2


(RAID 0)





Logical Drive 0 (RAID 3)





Host Computer 2





Host Computer 3





FC Hub or Switch





RAID Subsystem w/Dual controllers.








Distributed Array Manager (DAM) Manual

SANTools, Inc. http://www.SANtools.com
Page 271

17of 

1

